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Abstract

Modeling the behaviour of linear algebra algorithms is
very suitable for designing linear algebra software for high
performance computers. This modelization would enable
us to predict the execution time of the routines depending
on a number of  parameters. There are two groups of
parameters,  in the first, there are the parameters whose
values can be chosen by the user: number of processors,
processors grid configuration, distribution of data in the
system, block size; and in the second, we have the
parameters that specify the characteristics of a target
architecture: arithmetic cost and start-up and word-sending
cost of a communication operation. Thus, a linear algebra
library could be designed in such a way that each routine
takes the values of  the parameters of the first group that
provide the expected optimum execution time, and solves
the problem. This library could, therefore be employed by
a non-expert user to solve scientific or engineering
problems, because the user does not need to determine the
values of these parameters. The design methodology is
analysed with one-sided block Jacobi methods to solve the
symmetric eigenvalue problem. Variants for a logical ring
and a logical rectangular mesh of processors are
considered. An analytical model of the algorithm is
developed, and the behaviour of the algorithm is analysed
with message-passing using MPI in a SGI Origin 2000.
With the parameters chosen by our model, the execution
time is reduced from about 50% higher than the optimal to
just 2%.

1 Introduction

When a non-expert user uses a linear algebra routine in
a multiprocessor, he must decide the value of some
parameters in the routine: block size, number of

processors, grid configuration, etc. In other cases, he uses
the default values provided by the routine. Either way, the
parameters may not be optimal for obtaining the minimum
execution time. In our work, we intend to develop an
analytical model for linear algebra algorithms, in order to
utilize the model to estimate the execution time and to
obtain the optimum values of the parameters prior to the
routine running. Our final goal is to develop a linear
algebra library to be used efficiently by users that are not
familiar with parallel programming.

Historically, the behaviour of algorithms has been
modelled from very different points of view, with different
methodologies and with very different aims. Thus, there
are methodologies like BSP and logP conceived as a base
for the analysis and design of algorithms which could be
implemented in a wide range of machines [3][10]. These
methodologies have a sound theoretical base, but the
efficient use on today's parallel machines of the algorithms
developed using those models remains unclear. The
models developed using these methodologies are far
removed from the machines and they do not normally
allow estimations of times that are close to reality. It is
necessary to develop a model where the basic
characteristics of the machine that influence the
performance of the algorithm can be reflected.

On the other hand, there are some techniques where an
in-depth study of the physical characteristics of the
hardware platform is performed. This kind of studies
would allow us to estimate the execution time of a routine.
There are models where the behaviour of the memory
hierarchy is studied in detail, and where the execution time
prediction is made based on the number of cache misses
[5]. However, in most of today’s machines, with
superscalar processors, the total execution time is not a
direct function of the number of cache misses, because in
these machines it is possible to hide memory latency by
overlapping cache misses with the execution of other
instructions. Furthermore, the execution time also depends



on other factors, such as the page size or the inter-node
communication system. There are other techniques that
automatically generate highly efficient linear algebra
routines for today’s microprocessors [1][11]. These
techniques study machine-specific features of the
operations in the routines: memory hierarchy, functional
units, the registers, etc. However they do not take into
account the inter-node communication system.

The analytical model of algorithms presented here is
based on a model of target architecture valid for a wide
variety of hardware platforms, because our aim is not to
model exactly the physical characteristics of the platform,
but rather to analyse with some parameters (arithmetic cost
and start-up and word-sending cost of  a communication
operation) the effect of the machine characteristics on the
algorithms.

The rest of the paper is organized in the following way:
the target architecture model is described in Section 2; the
algorithm used to show the modeling methodology is
described in Section 3; the model of the algorithm is
shown in Section 4; in Section 5 the model is validated and
applied in order to propose block size and grid
configuration for obtaining minimum execution times; and
finally, in Section 6, some conclusions are presented.

2 Target architecture model

The target architecture model we utilize in the analysis
of the algorithms was used in [9] to study some versions of
the Jacobi method. This model supposes  p=2d processes
that communicate through a 2r×2c logical two-dimensional
(2D) grid, with any value for r and c, provided that r+c=d.
Full-duplex links between nodes and one-port model
(every node can send/receive only one message to/from the
network, at the same time) are assumed. We also assume a
synchronous communication model, where a sending node
is blocked until the message has been completely received
by the destination node. Finally, we assume that the

communication system uses the wormhole switching model
[8]. In this model, for long messages, the sending time can
be considered independent of the distance between the
nodes.

The effects of the machine characteristics of the target
architecture on the algorithms performance are specified
with a few parameters that define the costs for
computations and communications: for communications, ts
represents the start-up time and te the word-sending time,
so, nodes take a time ts + Nte to send/receive a message of
N floating point numbers (as common in a wormhole
system, the time required to establish the path between the
sending and receiving nodes is negligible in comparison
with the start-up time and the transmission time). Each
node takes a time, tc, to perform a floating-point
computation, but, if we use BLAS routines of levels 1, 2
and 3, the execution time to perform a floating-point
computation is k1, k2 and k3, respectively.

3 One-sided Jacobi methods

In this section the method used for the analysis of the
methodology is explained. The method is a one-sided
block Jacobi method to solve the symmetric eigenvalue
problem.

First, a non-block version of the method will be
explained; after that, it is detailed how to obtain a block
version of the method. Finally, the parallel algorithm by
blocks will be analysed in two versions: one for a logical
array of processors (1D algorithm) and another for a
logical mesh of processors (2D algorithm).

We consider that these methods will allow us to study
all the aspects of the analysis of parallel lineal algebra
routines, because we have algorithms by blocks (the
optimum block size must be obtained), and there are
versions for different logical topologies (the topology and
the number of processors to use must be determined).

B=A; W=I; D=diag_block(A)
WHILE convergence not reached DO

FOR every  Jacobi set e DO
FOR every block Aij in the set e DO

Obtain blocks Aii , Ajj   from D
Calculate block Aij using B and W
Make sweep on elements of block Aij accumulating rotations in Qij

Perform premultiplications: W = Qij W; B = Qij B
ENDFOR
Permute rows of B, W and D

ENDFOR
ENDWHILE

Algorithm 1.  Sequential algorithm by blocks
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Figure 1. Data distribution in the 1D algorithm. With n/s=8,  p=4 and k=2.

3.1 Non-block sequential algorithm

The Jacobi method can be used to obtain the
eigenvalues and the eigenvectors of a symmetric matrix
A. The method constructs a matrix sequence {Al}, where
Al+1=QlAlQ

t
l, l =1, 2, 3, ..., with A1 = A; and Ql is a

plane-rotation that nullifies a non-diagonal element aij of
Al. The sequence {Al} convergesi9 to a diagonal matrix
D=QkQk-1...Q2Q1AQt
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elements of D are the eigenvalues of A and the columns
of  matrix V, where the rotations are accumulated
(V=Qt
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t
k), are the eigenvectors of A.

The one-sided algorithm works on matrices B0=A and
W0=I , obtaining Br+1=Qr Br and Wr+1=QrWr, with Qr the
rotation matrix nullifying a non-diagonal element of
matrix A =BrW

 t
 r=Qr-1 Qr-2 ...Q0 (B0 W

t
0)Q

t
0 ...Q

t
r-2 Q

t
r-1

[2]. To nullify aij  it is necessary to compute aii, ajj  and aij,
because the algorithm works on matrices Br and Wr, and
not on matrix Ar. These elements may be obtained from
three dot products. After that, rows i and j of Br  and Wr

are updated. If the diagonal elements are stored in an
auxiliary vector, it is not necessary to compute aii and ajj

each time.

3.2 Sequential algorithm by blocks

In order to transform a matrix algorithm in such a
way that the highest levels of the memory hierarchy are
fully exploited, the algorithm is reformulated as a block
algorithm which operates on submatrices (blocks) of the
original matrix.

A one-sided block algorithm is obtained by
combining the ideas presented above with those of the
two-sided block algorithm developed in [7]. Matrices B
and W, of size n×n, are divided in blocks of size s×s, and
the blocks of A=BW are treated using the odd-even
ordering. Initially the n/2s blocks corresponding to the
first Jacobi set are treated by making a two-sided sweep

on blocks of size 2s×2s of matrix A, and accumulating
the rotations. These operations are done using level 1
BLAS. Subsequently, matrices B and  W are updated by
multiplying the rotations matrices, of size 2s×2s, by the
corresponding blocks of B and W, of size 2s×n, using
level 3 BLAS. After completing a set of block rotations,
a movement of rows of B and W is carried out. In
successive steps it is necessary to compute Aii, Aij and Ajj,
because the work is not done directly with matrix A.
Using these blocks, a block of size 2s×2s is formed and
the process continues as above. If the diagonal blocks are
stored, it is not necessary to compute Aii and Ajj

(Algorithm 1).

3.3 Parallel algorithm by blocks. 1D version

This parallel version, introduced in [6] will be
referred to as one-dimensional (1D) since it uses a one-
dimensional organization of the nodes. So, k consecutive
blocks of size 2s×n, with n=2skp, of the matrices B and
W are assigned to each processor (Figure 1).

In this method it is not necessary to broadcast the
rotation matrices because each processor updates the
rows of blocks it contains. The only communications are
those between steps to group data according to the next
Jacobi set: in odd steps, blocks of size s×n of B, and W,
and a diagonal block of size s×s of A, are sent from Pi to
Pi-1, with i=1, 2, ..., p-1, and in even steps the same
communications are carried out from Pi-1 to Pi

(Algorithm 2).

3.4 Parallel algorithm by blocks. 2D version

A two-dimensional (2D) algorithm without blocks
was proposed in [9]. The idea behind this algorithm is to
reduce the communication cost incurred by the 1D
algorithm. The 2D algorithm uses a 2r×2c logical mesh.
The computation is organized in such a way that the



B=A; W=I; D=diag_block(A)
In EACH process q;  q=0, 1, ..., p-1:

Bq = portion of  B in process q; Wq = portion of  W in process q; Dq = portion of  D in process q

WHILE convergence not reached DO
FOR every Jacobi set e DO

FOR every block Aij belonging to process q in the set e DO
Obtain Aii and Ajj  from Dq

Calculate blocks Aij using  Bq and Wq (ARI-1)
Make sweep on elements of block Aij accumulating rotations in Qij (ARI-2)
Perform premultiplications: Wq = Qij Wq; Bq = Qij Bq (ARI-3)

ENDFOR
Permute blocks rows of Bq and Wq

Send first (last) blocks row of Bq, Wq  and Dq  to process q-1 (q+1) (COM-1)
Receive first (last) blocks row of Bq, Wq  and Dq from process q+1 (q-1) (COM-2)

ENDFOR
ENDWHILE

Algorithm 2.  Parallel  algorithm by blocks. 1D version
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Figure 2. Data distribution in the 2D algorithm. With n/s=8, 2r=4, 2c=2 and k=2.

transformations that were applied independently by a node
are now applied by a row of nodes in the 2D mesh (Figure
2). With this topology, the number of rows in the mesh is
reduced in comparison with the 1D algorithm. Since the
number of steps per sweep depends on the number of rows
in the mesh (2r) this could result in a lower cost due to
fewer exchanges of rows of blocks, hereinafter referred to
as vertical communications (VC). However, since the
nodes in a row must cooperate to compute and apply the
transformations, a new type of communications appears,
which will be referred to as horizontal communications
(HC), and its cost depends on the number of columns in
the mesh (2c).

In this work we have combined the blocks
methodology with this 2D algorithm. Thus, one algorithm
could be Algorithm 3.

4 Analytical model of the algorithm

4.1 1D algorithm

In each sweep the computation of blocks of A from
those of B and W (Algorithm 2: ARI-1) has a cost of n3k3;

the sweep on the blocks of A computing rotations matrices
(ARI-2) has a cost of 12n2sk1; and the updating of B and W
through premultiplying by the rotation matrices (ARI-3)
has a cost of 8n3k3. Thus, the total arithmetic cost per
sweep, in a ring of processors, is:

On the other hand, the data movement of blocks of B
and W of size s×n between each processor and its
neighbour is done in two communications (COM-1 and
COM-2), because a synchronous communication model
and one-port nodes are considered. Thus, the cost of the
movement of blocks at the end of each step is:

and the cost of communications per sweep is:
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B=A; W=I; D=diag_block(A)
In EACH process q;  q=0, 1, ..., p-1:

Bq = portion of  B in process q;Wq = portion of  W in process q; Dq = portion of  D in process q

WHILE convergence not reached DO
FOR every Jacobi set e DO

FOR every block Aij belonging to process q in the set e DO
Obtain Aii , Ajj , from Dq

Calculate partially block Aij using  Bq and Wq (ARI-1)
Communicate and accumulate the block Aij with processes in the same row (HC)
Make sweep on elements of block Aij accumulating rotations in Qij (ARI-2)
Perform premultiplications: Wq = Qij Wq; Bq = Qij Bq (ARI-3)

ENDFOR
Permute blocks rows of Bq and Wq

Send first (last) blocks row of Bq, Wq and Dr to process q+1 (q-1) (VC-1)
Receive first (last) blocks row of Bq, Wq and Dq from process q-1 (q+1) (VC-2)

ENDFOR
ENDWHILE

Algorithm 3.  Parallel  algorithm by blocks. 2D version

4.2 2D Algorithm

In the 2D algorithm, in each sweep, the total arithmetic
cost is the same as in the 1D algorithm (Algorithm 3: ARI-
1, ARI-2 and ARI-3): 9n3k3+12n2sk1. But, since the
different processors in the same row of the mesh perform
the sweep on the same blocks, with p=2d processors in a
mesh of 2r rows and 2c columns, the arithmetic cost per
sweep is:

In this case, there are vertical communications (VC), as in
the 1D algorithm, with a cost per sweep of:

and horizontal communications (HC) between nodes of the
same row of the mesh, with a cost per sweep, including the
cost of partial vector accumulation, of:

5 Experimental Results

The system utilized to study our analytical model was a
SGI Origin 2000 with R10000 processors at 250 MHz.
The experiments have been performed with the resources
being shared with other users, because this is the normal
use of the machine and it is the context in which the
routines we intend to develop will be executed.

In order to estimate the execution time, the parameters
defining the characteristics of the hardware platform (HP):

k3, k1, ts and te; have been computed. The estimate of each
HP has been made with a routine performing some basic
operations. Firstly, as has been carried out in similar
studies [4][7], an average value for each HP was taken: the
level 1 speed, k1=0.01 microseconds, has been obtained
with a routine that uses DROT, which is the level 1 routine
used in the algorithms. The level 3 speed, k3=0.004
microseconds, has been obtained with a routine that uses
DGEMM, which is the level 3 routine used in the
algorithms. The communication parameters have been
estimated with a routine communicating the nodes in the
logical mesh. The start-up time and the word-sending time
are modeled as ts=20 microseconds and te=0.1
microseconds. Later, a stricter estimate of each HP was
carried out in order to find dependences between each HP
and the matrix size, block size and/or the grid
configuration. The main dependence found is between k3

and the block size (Table 1), so we have taken these values
of k3  in our study.

Block size 32 64 128
k3 0.0050 0.0040 0.0033

Table 1. Values of the parameter k3 (microseconds) as a
function of the block size.

The execution time predicted by the model and the
experimental execution time have been compared for
different matrix and block sizes, numbers of processors
and logical mesh topologies. In Table 2 and Figure 3 some
representative results are compared. The average error
obtained in the different experiments is about 15%.
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Nodes per
Row

Nodes per
Column

Block
 Size

Model
Time

Execution
Time

Model
Dev.

8 1 32 167.60 163.49 3%
8 1 64 139.52 137.00 2%
8 1 128 125.75 116.85 8%
4 2 32 172.13 179.48 4%
4 2 64 148.58 163.81 9%
4 2 128 143.87 168.19 14%
2 4 32 181.19 186.33 3%
2 4 64 166.70 176.67 6%
2 4 128 180.11 255.48 30%
1 8 32 199.31 178.15 12%
1 8 64 202.94 195.45 4%
1 8 128 336.30 291.58 15%

Table 2. Comparison of the time predicted by the model and the real execution time (in seconds),  with 8 nodes and matrix
size=3072.

a.- Grid configuration = 8×1 b.- Grid configuration = 4×2

c.- Grid configuration = 2×4 d.- Grid configuration = 1×8

Figure 3. Comparison of the time predicted by the model and the real execution time (in seconds),  with 8 nodes, block
size=128 and different grid configurations.
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Matrix
 size

Execution
time with

OEP

Execution
time with

UEP

Execution
time with
MCEP

Execution
time with
MVEP

%
Dev. with

UEP

%
Dev. with

MCEP

%
Dev. with

MVEP
512 0.90 2.32 0.90 0.90 158% 0bvr5% 0%
1024 6.37 10.38 7.91 6.74 63% 19% 5%
1536 13.71 29.10 24.01 13.71 112% 43% 0%
2048 44.25 73.24 53.34 47.96 66% 17% 8%
2560 69.88 102.64 91.49 69.88 47% 24% 0%
3072 116.85 184.37 163.49 116.85 58% 29% 0%

Table 3. Comparison of the execution time (in seconds) using  different sets of  execution parameters, with 8 nodes.

Matrix
 size

Execution
time with

OEP

Execution
time with

UEP

Execution
time with
MCEP

Execution
time with
MVEP

%
Dev. with

UEP

%
Dev. with

MCEP

%
Dev. with

MVEP
512 1.19 1.93 1.19 1.19 62% 0% 0%
1024 9.48 12.74 9.48 9.48 34% 0% 0%
1536 21.50 36.08 31.60 21.50 68% 32% 0%
2048 83.17 103.50 94.60 83.17 24% 12% 0%
2560 101.83 160.21 152.48 101.83 57% 33% 0%
3072 229.73 255.11 262.66 237.01 11% 13% 3%

Table 4. Comparison of the execution time (in seconds) using  different sets of  execution parameters, with 4 nodes.

As we have previously mentioned, the objective we
pursue with our model is not to predict the execution time
exactly, but to have a useful tool to choose the best
execution parameters (EP): block size and grid
configuration. The resource sharing with other users makes
it more difficult to obtain an exact prediction of the
execution time, but it does not impedes a good choice of
the EP. In Tables 3 and 4 we can see for each matrix size a
comparison among:
• the execution time using the optimal EP, i.e. the

parameters that lead to the minimum execution time
(OEP).

• the average execution time with the different block
sizes (32, 64, 128) and grid configurations (8-1, 4-2,
2-4, 1-8). This tries to model a randomly selection of
these EP by a non-expert user (UEP).

• the execution time using the EP proposed by an initial
model, with constant values for the HP (MCEP).

• the execution time using the EP proposed by our final
model, where the HP have variable values (MVEP ).

If the user chooses the values of the EP, the execution
time would be about 50% higher than the optimal, using 8
nodes and 45% higher, with 4 nodes. When we take the EP
chosen by an initial model (MCEP), with constant values
for the HP, the execution time is nearer to the optimal;
about 25% higher with 8 nodes and 15% with 4 nodes.

Lastly, with our final model (MVEP), the execution time
would be only about 2% higher than the optimal with 8
nodes and 1% with 4 nodes.

6 Conclusions

An analytical model to predict the execution time of
message-passing linear algebra algorithms has been
presented and analysed with one-sided block Jacobi
methods on an Origin 2000. We have shown the usefulness
of the model proposed to choose the values of the
execution parameters (block size and grid configuration)
which are close to the optimum.

The model studied has been conceived to be utilized in
any hardware platform. In order to do so, the values of the
parameters which characterize the effect of the platform on
the algorithms (k3, k2, k1, ts, te) must be computed for each
platform, as we have done in this work for the Origin
2000.

We aim to apply the same methodology to other linear
algebra algorithms, and our final goal is to develop a linear
algebra library with routines that automatically perform
executions close to the optimum, thus enabling the
efficient use of the system for non-expert parallel users.
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